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CNAT 4.0: Copy Number and Loss of Heterozygosity
Estimation Algorithms for the GeneChip® Human
Mapping 10/50/100/250/500K Array Set
Introduction
There exists evidence of correlations between carcinogenesis and genetic alterations in
tumor cells. These alterations involve allelic imbalances, manifested in the form of
chromosomal copy number changes – amplifications, deletions, aneuploidy, loss of
heterozygosity, micro-satellite instability among others [1]. These events frequently
indicate the activation of oncogenes - for example, c-myc, c-erbB-2 - and/or inactivation
of tumor suppressor genes - for example p53, Rb. Identification of the loci implicated in
these aberrations can generate anchor points which facilitate oncogenomics and/or
toxicogenomics studies. High density oligonucleotide microarrays originally designed to
facilitate the genotyping of a multitude of single nucleotide polymorphisms (SNPs) are
being increasingly used for the accurate localization of genomic copy number alterations.
The progression in the increase of SNP density from 10K to 500K with even higher
resolution in the pipeline has provided the technology to interrogate the aberrations in a
genome-wide and comprehensive manner.
The Affymetrix GeneChip® Chromosome Copy Number Analysis Tool (CNAT) 4.0
implements a Hidden Markov Model (HMM) [2] based algorithm, that uses the
Affymetrix, Genechip Human Mapping 10/50/100/250/500K array platforms and the
whole genome sampling analysis(WGSA) [3]. In this white paper, the details of the
algorithm and results have been discussed primarily for the 250/500K array which
provides consistently high coverage for Nsp and Sty restriction enzymes, with a median
inter-SNP distance of 2.5kbases. Although not discussed in details, the algorithms are
applicable to the 10K and 50/100K arrays.
The dynamics of genomic copy number changes fundamentally follow a binary
mechanism, in that it is either representative of a diploid state or not. The nuances are
introduced by the latter - where the deletions are either homozygous or hemizygous in
nature, and amplifications can be representative of a gain in a single chromosomal copy
or multiple copies. From a data-model point of view, this is a perfect scenario for the
detection of change-points in the chromosomal copy number and/or state of
heterozygosity. Motivated by the above rationale, we have applied a HMM based
framework to segment the Total Copy Number (TCN) changes, Allele-Specific Copy
Number (ASCN) changes, and Loss of Heterozygosity (LOH) into their respective states.
The discussions in this white paper have been categorized under the following sections:
1. Availability of the Copy Number Analysis Tool
2. The algorithms
3. Inter-quartile range: QC metric for CN
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4. Algorithmic performance based on chromosome X titration results
o Bias versus variance analysis
o ROC analysis
5. Overview of combined CN and LOH data based on example breast-cancer data

1. Availability Copy Number Analysis Tool
The Copy Number Analysis Tool is available in the following two modes:
1) Windows based graphical user interface (GUI) mode
2) A command-line mode with binaries distributed for the following operating
systems:
o Mac OS Intel and PPC
o Linux 64 bit
o Linux 32 bit
o Windows
The GUI encompasses a subset of options that are available via the command-line mode.
Options available exclusively via the command-line will be mentioned explicitly in this
document; details on these are available in the command-line README documentation.
For these options the GUI fixed defaults will also be cited.

2. The algorithms
The algorithmic workflow for both CN and LOH are categorized under two experimental
scenarios:
1) Analysis of un-paired samples: In this scenario, samples potentially unrelated and
spanning a diverse population is analyzed together.
Output from this pipeline includes:
- TCN estimates
- LOH estimates
2) Paired tumor-normal samples: In this scenario, the tumor and normal control are
derived from tissues of the same individual; the normal being obtained from the blood
sample.
Output:
- TCN and ASCN estimates
- LOH estimates
Cumulatively, four analysis pipelines have been integrated in CNAT 4.0. Figures 1 and 2
present the flowcharts for the CN and LOH algorithms. While the analysis pipelines for
the paired and un-paired are generally analogous, the elucidation of the different steps
will highlight the algorithmic variations that have been implemented for accurate
estimation of CN and LOH under each scenario.
CEL files with Perfect Match and Mismatch {PM,MM} intensities and genotype calls
{AA, AB, BB} generated with the Dynamic Model (DM) mapping algorithm [4] or the
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Bayesian Robust Linear Model with Mahalanobis (BRLMM) distance classifier
algorithm [5] constitute the inputs to the CN and LOH analysis pipelines, respectively.

Figure 1: Copy Number (CN) algorithm flowchart

Figure 2: Loss of Heterozygosity (LOH) algorithm flowchart

 COPY NUMBER
The following outlines the CN analysis:
1. Probe and SNP level filtering
2. Probe-level normalization of signal intensity
3. Allele-specific summarization for each SNP
4. Global reference generation for un-paired experiments
5. Raw CN estimation
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6. PCR normalization
7. Virtual set generation
8. Gaussian smoothing
9. Hidden Markov Model based segmentation
10. P-value estimation
11. Total versus Allele-specific CN estimation
1. Probe and SNP level filtering:
CN Analysis is performed exclusively on PM probes present on the current 250/50/10K
arrays. Additionally, SNPs can be pre-filtered based on the following:
• Length of the Polymerase Chain Reaction(PCR) fragment the SNPs reside on
• GC content or sequence specificity – command-line option
• User defined SNP quality control (QC) metrics – command-line option
PCR fragment length based filtration is particularly effective for estimation of CN in
degraded DNA samples, for example formalin fixed paraffin embedded (FFPE) samples
[6]. Generally for these samples SNPs on smaller fragment length exhibit reduced
degradation. The fragment length and GC content distribution for the 10K, 50K and
250K arrays are summarized in Table 1. Of the three array types, majority of the SNPs in
the 250K arrays populate the lower end of the fragment length spectrum, with a
maximum length of 1143 base pairs and is potentially most appropriate for FFPE
analysis.
Array Resolution

Restriction Enzyme

PCR fragment
length(base pairs)
Min
Max
202
1700

10K

Xba

50K

Xba

200

50K

Hind

250K
250K

GC content (%)
Min
23.716

Max
64.841

2122

22.702

69.377

245

2270

21.912

72.299

Nsp

100

1143

17.108

68.762

Sty

115

1093

17.162

71.556

Table 1: Distribution of PCR fragment length and GC content across the different arrays

Aside from length based filtration an additional option of excluding specific SNPs from
analysis is available only via the command-line mode. It should be noted, that the SNP
exclusion filter is applied uniformly across all samples analyzed together in a single
batch. SNP filtration can be based on GC content or sequence specificity – this data is
available via the NetAffx download. SNPs can also be eliminated on the basis of user
defined QC metrics. Conversely, CN estimation can be performed using a set of prefiltered SNPs which might be of particular interest to the researcher.
2. Probe-level normalization of signal intensity
The probe-level normalization and summarization are performed across multi-chips with
the goal to reduce experimental noise due to chip to chip variation, background, relative
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variation in the performance of probes interrogating a given SNP, among others. Two
modes of probe-level normalization have been implemented:
• Median scaling
• Quantile normalization
Median scaling constitutes a linear operation, where the scale factor is based on the
median of all chip median. A single chip median is computed based on the intensity of all
probe pairs on the array. For paired sample analysis the median scaling is sufficient.
Quantile normalization is particularly effective in normalizing non-linearities in the data
[7]. Probe-level quantile normalization is effective in the elimination of biases introduced
by experimental covariates such as, scanners, operators, and replicates among others. The
sketch distribution against which all samples are quantile normalized is determined from
a set of user selected references. Since the quantile is a smooth and slow varying
function, the quantile distribution for each chip is interpolated from approximately 50K
PM probes sampled across each of the references. Sampling over 50K as opposed to all
available PM probes facilitates computational efficiency, without affecting the outcome.
Figure 3 represents the log-transformed intensity distribution of individual
references (solid lines) and the resultant quantile distribution (dotted line). In the current
implementation, quantile normalization is performed across all samples in a batch. The
choice and number of reference samples used is critical and is discussed in greater detail
in the Global reference generation section.

Figure 3: SNP intensity
distribution of reference
samples (solid lines) versus
the quantile curve (dotted
line)

Results of a Receiver Operating Characteristic (ROC) analysis performed on the log2Ratio
- for test sample versus reference- is summarized for ten samples hybridized to both NSP
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and STY arrays and analyzed in un-paired mode (Table 2). The ROC analysis integrates
the concept of sensitivity and specificity of a diagnostic test. The metric presented, here, is
the Area under the Curve (AUC). For perfect performance of a test, the AUC is 100% and is indicative of maximal specificity and sensitivity. But a generalized interpretation is:
when several methods are compared, the method with the highest AUC is representative of
the highest performance. Based on the AUC, quantile normalization provides better
performance in the case of NSP arrays and median scaling in the case of STY arrays. The
margin of difference is slightly higher in the case of NSP, potentially favoring the quantile
normalization overall. Analysis performed on X chromosomes of normal male samples,
where the expected chromosomal copy number is one, showed variable response with the
two normalization methods. In the case of NSP, for 40% (4/10) of the samples the median
scaling erroneously estimated a dominantly diploid state; this aberration was not observed
in the case of STY. The general conclusions are:
• For un-paired analysis, quantile normalization is optimal;
• For paired analysis, since both the test and reference samples originate from the
same individual, the linear operation of median scaling is sufficient;
Experiment

NSP

NSP

STY

STY

ID

Quantile

Median Norm

Quantile

Median Norm

K1

0.942

0.922

0.904

0.912

K2

0.856

0.808

0.911

0.915

K3

0.837

0.792

0.865

0.864

K4

0.837

0.831

0.902

0.912

K5

0.900

0.904

0.884

0.862

K6

0.843

0.829

0.849

0.837

K7

0.812

0.795

0.882

0.885

K8

0.843

0.818

0.878

0.879

K9

0.836

0.817

0.884

0.889

K10

0.784

0.753

0.901

0.909

Table 2: AUC estimates for quantile versus median normalization for Nsp and Sty arrays

3. Allele-specific summarization for each SNP
For the initial analysis, the intensity values are summarized for the A and B alleles of each
SNP. The allele designation is based on the alphabetical order of the base represented at
the mutation. For example, a SNP with a sequence AT {G/A} TTT has allele A and allele
B designated by AT{A}TTT and AT {G} TTT, respectively. Subsequent to the probe-level
normalization, a median polish operation is performed to generate a SNP level, allele
specific summarization across all relevant probes. Alternatively, plier in RMA mode can
also be used for the summarization operation – the plier option is available only via the
command-line. Both operations take into account (a) sample-level effects arising from
chip-to-chip (sample-to-sample) variation and (b) feature-level effects arising from
systemic differences in feature intensities due to the hybridization specificity of different
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probe sequences. For N experiments performed, each SNP therefore has a 2xN summary
matrix, corresponding to the A and B alleles.
In general, the summarized intensity of the A versus the B allele is governed by the
quantity of the particular allele in the target genome. Hence, the ratio of the summarized A
allele to B allele intensity in normal populations might exhibit an ethnicity bias. It should
be noted, that the A versus B allele distinction is different from the minimum versus
maximum allele intensity distinction where the latter is analogous to allelic frequency. The
output of the allele-specific analysis comprises the CN estimates for the min and max
alleles.
4. Global reference generation for un-paired experiments
In the paired analysis mode, the normal reference is derived from the blood of the same
individual that the tumor sample is obtained from. In the un-paired analysis mode, a
global reference is computed based on a multi chip-set model. This is generated from a
pool of normal female references. Pooling mitigates artifacts arising from outliers,
random variations across the samples among others.
There are three factors governing the global reference generation:
• Number of samples
• Gender of samples
• Ethnicity of samples
Number of samples: In the un-paired mode, a number of normal controls are required to
generate a stable sketch distribution against which all samples can be quantile
normalized. Stabilization of the sketch is estimated by starting with a nominal number of
normal samples, two in this case, and increasing the number of samples in the normal
population until the resultant quantile distributions converge to within 1e-4. This is
demonstrated in Figure 4. Based on this titration, convergence was achieved at 25 normal
samples. This optimization was performed without consideration of ethnicity. In fact a
random sampling of 25 references is sufficient for outlier control. The quantile
normalization of all references is a critical step in that it improves the pair-wise
correlation of the references. As summarized in Figure 5, where the y-axis represents the
pearson’s correlation between replicates and the x-axis represents the percentile
distribution, it is evident that in the worst case scenario quantile normalization improves
the correlation from 0.4 to greater than 0.6, consequently ameliorating effects from
outlier samples. This method obviates the need for the selection of references via pairwise optimization [8].
Gender of the samples: It is recommended that only normal female samples are used for
reference generation, otherwise it might lead to interpretational difficulty in the
estimation of changes observed in chromosome X. The aberration due to gender mixing
is primarily evident in the form of bias offset and reduced discrimination of copy number
changes. If CN estimation in chromosome X is not a concern, a pooled set of male and
female samples can be utilized, to boost the overall reference sample-size.
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Figure 4: Titration across
variable number of
references to estimate a
stable quantile sketch

Figure 5: Correlation across 40 references
Pre(black) and post(red) quantile normalization

Figure 6: Comparison of the sketch
derived from 40 references (red) versus
the global reference distribution (black)

Ethnicity of samples: The references can either be ethnically matched to the test sample
or not. Provided sample-size considerations are met, no ethnicity bias has been observed
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in the outcome. In many cases, the ethnicity of the test sample is unknown; however, if
there is concern about dilution of the estimated copy number from sampling across a
diverse population set, the references can be restricted (if available) to the known ethnic
origin of the sample. For a given ethnicity, more than 25 samples, independent of quality,
did not enhance the convergence of the quantile sketch. If reference samples are
unavailable in the lab, the HapMap references (www.affymetrix.com) can be downloaded
and equivalent percentages can be pooled across ethnic diversity.
Figure 6 shows a comparison of the sketch distribution (red) versus the distribution of the
computed global reference (black). The convergence between the two ensures the
estimation of a robust reference independent of outliers and covariate artifacts.
5. Raw CN estimation
The relative copy number at the ith SNP between two samples is estimated based on the
log2ratio of the normalized signals(S) – Equation 1. In case of the paired tumor-normal
scenario the normal tissue constitutes the specific reference for the analysis. In case of the
un-paired analysis, the global reference is used. The total copy number (TCN) is a
summation of the allele-specific copy number (ASCN) and is referred to as the logSum –
Equation 2. An approximation of the TCN, referred to as the sumLog – Equation 3 - is
also discussed. In the following equations, S and R refer to the test and reference samples
respectively; A and B refers to the alleles;
⎛ S sample1 ⎞
Equation 1
Λ1i, 2 = log 2 ⎜⎜ isample 2 ⎟⎟ for ith SNP
⎠
⎝ Si
⎛ SA
SB ⎞
⎟⎟
TCN log Sum = log 2 ⎜⎜
+
⎝ R A + RB R A + R B ⎠
⎛S ⎞
⎛S ⎞
TCN sumLog = log 2 ⎜⎜ A ⎟⎟ + log 2 ⎜⎜ B ⎟⎟
⎝ RB ⎠
⎝ RA ⎠

Equation 2

Equation 3

There are different tradeoffs that come into play with the choice of the TCN estimation
approaches. The logSum is primarily optimized for variance reduction at the cost of an
increased bias offset – the bias is primarily compressed toward the copy neutral (CN=0)
state; however, some improvements in discrimination and statistical confidence
estimation are added benefits. The sumLog optimizes for bias at the cost of variance. The
choice of one over the other depends on the researcher’s bias; it depends on whether one
prefers the discrimination between the CN states of hemizygous deletion versus copy
neutral versus single copy gain with reduced noise or whether one prefers highest
accuracy in the estimation of the absolute value corresponding to the different copy
number states, for example: a hemizygous deletion(CN=1) or a single copy gain(CN=3)
corresponds to an absolute value of -1 and 0.58 respectively. Both options are provided
via the command-line mode; however only the default logSum option is available via the
Windows UI mode. The section on Algorithm performance based on the chromosome X
titration study discusses in detail the tradeoffs observed in case of the above. Most
current CN estimation approaches, including CNAG, dChipSNP primarily optimize for
variance and are therefore analogous in spirit to the logSum approach.
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6. PCR normalization
Subsequent to the estimation of raw copy-number, an allelic and SNP-level normalization
is performed to correct for potential artifacts introduced by the PCR process [8,9]. The
relative copy number for the ith SNP is given by Equation 4. The different PCR
conditions are compensated for by assuming, Equation 5, where cΛ1i, 2 represents the
corrected CN and p(x ) denotes the PCR amplification kinetics. In the quadratic PCR
correction implemented as a linear regression, GC content and length of the PCR
fragment that a SNP resides on are the covariates. q(x,y) represents a variant on the
implementation of p(x). PCR correction has less of an impact on 500K compared to 100K
data. This is evident in the plots of the length and GC content versus CN pre and postPCR normalization as shown in Figure 7 for 500K arrays and Figure 8 for 100K arrays.
Furthermore, in the case of the 500K array, length rather than GC content is the principal
contributor to the PCR issue. Slight straightening of the curve is observed in the case of
the length; no change is observed for GC content (Figure 7).
⎛ S sample1 ⎞
Λ1i,2 = log2 ⎜⎜ isample 2 ⎟⎟ for ith SNP
⎠
⎝ Si

Equation 4

Λ1i, 2 = cΛ1i, 2 + p ( x )
p ( x ) = ∑ (a j + b j x j + c j x 2j ) where j = GC , fragment length
2

j =1

Λ1i, 2 = c Ai1, 2 + q( x, y )

q( x, y ) ) = (A + bx + b ' y + cx 2 + c ' y 2 ) where x = GC / y = fragment length
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Figure 7: 500K: Pre(left) and post(right) PCR correction versus PCR fragment length (top), GC
content(bottom)

Figure 8: 100K: Pre(left) and post(right) PCR correction versus PCR fragment length (top), GC
content(bottom)
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7. Virtual array generation
The generation of the virtual array constitutes combining data from two
arrays (computationally) to create a single virtual array. The arrays combined must be of
the same type; for example, two 50K arrays are combined to create a 100K virtual array.
This method includes an inter-array normalization to adjust for the noise baseline and the
variance across the arrays. Without the inter-array normalization, there is a high
probability of certain regions of the genome being erroneously labeled as CN aberrations.
The normalization parameters are estimated based on a subset of SNPs in the copyneutral region (CNR). In an ideal case, CNR is bounded by the hemizygous deletion
state (CN=1) at the low end, and a single copy gain state (CN=3) at the high-end. There
are two main issues with the bounds defined as such:
⎛1⎞
1) Since CN states 1 and 3 are equivalent to -1 ( log 2 ⎜ ⎟ ) and 0.58
⎝2⎠
⎛ 3⎞
( log 2 ⎜ ⎟ ) respectively, the bounds are asymmetric with respect to 0.
⎝2⎠
2) In general, a deletion or single copy gain state might actually represent a
median value different from (compressed than) -1 or 0.58. Hence inclusion
of all SNPs populating the region bounded by CN states 1 and 3 might
include SNPs which are not copy neutral.
Therefore, instead of fixed boundaries for the CNR, it’s defined in terms of two bounds:
upper and lower. In the data presented, all analysis is performed by considering
symmetric bounds of ±0.2. It should be noted that the bounds are adjustable via the
command-line option; the fixed UI default is 0.2.

The underlying normalization constitutes a shift-and-scale transformation, where the
corrected log2ratio for SNPi in sample S( ΛSi ' ) is shifted by the mean of the SNPs in the
CNR (Equation 6.) and is scaled by the variances of the arrays, as determined from the
CNR (Equation 7). Equation 8 represents ΛSi ' . Post normalization, SNPs are merged
across both arrays and sorted based on chromosomal and physical location.

µ S = average( c Λ[CNR[ −], CNR[ + ]])S
CNR[ ± ] : Copy − neutral region lower & upper bounds
S : sample

Equation 6

σ S = stdev ( c Λ[CNR[ −], CNR[+}])S

Equation 7

⎛ σ2 ⎞ c 1
⎟( Λ i − µ1 )
Λ1i' = ⎜
⎜ σ ⎟
1 ⎠
⎝

Equation 8
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8. Gaussian smoothing
Depending on the noise in the data, it might be required to perform smoothing prior to
computing the final CN estimate and HMM segmentation. Smoothing basically increases
the signal to noise ratio (SNR) in the data and enhances the demarcation between regions
of CN change. The degree of smoothing is often governed by the experimental question
at hand, especially the genomic footprint of the aberrations being detected. Several filters
including gaussian, spline and lowess were analyzed. The Gaussian filter has been
implemented and results have been presented for this. The gaussian smoothing is referred
to as an explicit filter since the HMM inherently performs a smoothing operation.

Smoothing is performed on the PCR normalized (and inter-array normalized in case of
virtual arrays) CN data. It is performed for every index SNPi by considering the CN
contributions from all flanking SNPs encompassed in a window (W), as defined by
W≈2*σmult*σ. Here σ corresponds to the gaussian bandwidth and σmult is the sigmamultiplier. Specifically, all flanking SNPs within the bounds defined by σmult*σ to the left
and right of SNPi are considered. It should be noted that σmult is tunable via the
command-line option, but is set to a fixed default value of 2 for the UI. This default is
comparable to the full-width-at half-maximum of the filter.

Figure 9: Comparison of log2ratio data using σ =0 (no smoothing) versus σ =100kb
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The choice of bandwidth affects the level of variance (noise) reduction obtained in the
data, as demonstrated in Figure 9. The top two and bottom two panels in Figure 8
represent unsmoothed and smoothed (σ=100kB) data for the logSum and sumLog
methods, respectively. The y-axis corresponds to the (un)smoothedLogRatio and the xaxis corresponds to the genomic coordinates for chromosome 1. While the smoothing
operation preserves the overall trend in the data, the level of smoothing might mask
micro-aberrations and a smaller σ (instead of 100kB) might be more appropriate in these
cases. In case of the choice of the sumLog option – which is primarily optimized for bias,
gaussian smoothing facilitates variance reduction. If sumLog is the operational mode,
minimal smoothing of the order of 15kB contributes significantly to the improvement in
SNR. The modulation of σ is interconnected with the modulation of the HMM
parameters, specifically the standard deviation discussed in the Hidden Markov Model
section. Table 3 provides a summary of suggested HMM standard deviation as a function
of Gaussian bandwidth.
9. Hidden Markov Model based segmentation
The underlying assumption in a Hidden Markov Model (HMM) is that the experimental
observation - CN and/or LOH value of a SNP - is generated by a hidden or unknown
process. We are aided by the emitted or (experimentally) observed CN values - which are
more of a continuum – in that they hint of the true hidden copy-number states – which are
discrete in value. In this HMM, there are five hidden states representing the following
biological phenomena:
• Homozygous deletion or CN State = 0
• Hemizygous deletion (haploid) or CN State = 1
• Copy neutral (diploid) or CN State = 2
• Single copy gain or CN State = 3
• Amplification (multiple copy gain) or CN State ≥ 4
According to the HMM, a SNPi can exist in any one of the five hidden states (S). Based
on the observed CN (O) of SNPi and its neighboring SNPs, as well as the model,
λ (discussed below) the hidden state of the SNPi needs to be determined. It should be
noted that the number of hidden states in the HMM is tunable in the command-line mode
but the fixed default for the UI is a five state model, as rationalized above. The same
underlying HMM model is used for analysis of both paired and un-paired CN scenarios.
Schematic of a six state HMM is represented in Figure 10.

Figure 10: Schematic of a six state ergodic
HMM where self transitions are denoted by
dotted lines; non-self transitions denoted by
solid lines
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In a HMM approach it is assumed that a SNPi has a non-zero probability of existence in
any one of the five states. The goal of the model is to determine the state which has the
maximum likelihood of being its true underlying state. Therefore the goal, stated
succinctly is to evaluate the probability of an observation sequence {01, 02, 03...0n} given
the model λ.
The three parameters of the model, λ, are:
• Prior probability
• Transition probability
• Emission probability
The HMM parameters that are user-tunable relate to the above probabilities. It should be
noted that the user input values constitute initial guesses or seeds for the parameters and
are optimized by the underlying HMM algorithm. So while these are not expected to be
precise by any means, a certain combination of values, as described below, can lead to
difficulties with interpretation of data.
Finally, the discrete HMM or CN states are assigned based on the Viterbi algorithm – this
being a global optimization method is resilient to local CN perturbations. In addition to
the smoothed (log2ratio) CN estimate provided on a per SNP basis, a HMM median CN
estimate is also computed. This estimates the median CN for all contiguous SNPs
belonging to a specific HMM states.
Prior Probability (referred to as the prior, π)
This refers to the a priori knowledge of SNPi to exist in a preferred state. Fundamentally,
under normal diploid conditions, the prior probability of a SNP to be in CN State 2
approaches a100%. However, since there are five states in this model (and in a
probabilistic approach the assumption is that SNPi has a non-zero probability of being in
any of the five states), we shall restate the prior probability distribution for a diploid
sample as such: States {0, 1, 2, 3, 4} → π {0.01, 0.01, 0.96, 0.01, 0.01}
This implies that the prior probability of a SNP to be in state 2 is 96% (maximal) and to
be in any one of the other states is 1% (minimal).
The property governing the priors requires their sum across all states be equal to 1
(Equation 9). The priors are not assigned on a SNP by SNP basis, but to the population as
a whole.
S

∑π
s =1

s

= 1 where s = states

Equation 9

In a diseased condition where aneuploidy is a hallmark, the prior probability is
significantly different from the above example and is not known a priori. In this case, it
suffices to let the priors be equal for all states, that is 0.2 (where 0.2*5=1) and let the
algorithm adjust to determine the optimal prior per CN state. In general for all
experiments, it suffices to assume that no a priori information is available about the
states of the SNPs, and the prior for each state is initialized to 0.2.
Transition Probability
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This is the probability of transitioning from one hidden state, Si to another Sj. In
annotating CN aberrations, it is evident that a contiguous set of SNPs exist in a deletion
state (micro-aberrations being an exception); in LOH, clusters of contiguous SNPs are
shown to exhibit loss; thus very seldom a CN/LOH is a singleton SNP effect. This
indicates at the existence of a correlation across the hidden states of neighboring SNPs. In
a 1st order HMM – as implemented here – it is assumed that the hidden state of any SNP
is impacted by the status of the prior SNP in genomic space – this introduces the concept
of the probability of sustaining/transitioning from one hidden state to another. In this
implementation an ergodic model is supported. According to this model, at any point
both same-state or self-transitions (denoted by a dotted line in Figure 10) as well as nonself transitions (denoted by a solid line in Figure 10) are allowed. Hence, if SNPi exists in
hidden state 0, then the allowed transitions for SNPi+1 can be to any state from 0 through
4. If SNPi and SNPi+1 are proximal, then there is a high probability that the latter will
continue to exist in state 0 (based on the above example); conversely if SNPi+1 were
distal, then it might have increasing probability of transitioning to an amplification or
copy-neutral state.
There is significant variation in the SNP density across the 10K-500K SNP arrays. For
250K arrays the median inter-SNP distance is 2.5 kB. To remove any dependencies on
the inter-SNP distances, the transition matrix is modeled as a non-stationary one as
described in Equation 10. In this Equation πˆ refers to the prior matrix associated with the
5 states in CN (2 in LOH); ∆d refers to the inter-SNP distance and β refers to the
transition decay parameter. The decay parameter input via the UI or the command-line
option is β‘ where β‘=1/β and is represented in units of base pairs. A smaller β implies a
slower transition from the current hidden state to a different hidden state and vice-versa.
This relationship is demonstrated in Figure 11.

Iˆ × (e − β∆d ) + πˆ (1 − e − β∆d )

Equation 10

Figure 11: Transition
decay as a function of
inter-SNP distance
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Emission Probability
This reflects the probability with which the underlying state (S) is emitted to produce the
observable (O). The two parameters that govern this probability are: the mean and the
standard deviation (SD) of each hidden CN state. The SD which reflects the dispersion in
each hidden CN state is the only user tunable parameter. It sets an initial guess on the
expected dispersion. If the CN data is smoothed, then the expected SD should be tight
(low); if the data is noisy, the SD should be high. As a rule, the lower the bandwidth
(implying that the underlying CN data is unsmoothed or noisy), the higher the SD
parameter. Table 3 summarizes suggested SD as a function of bandwidth. To account for
the difference in underlying variance in the data with the logSum versus sumLog methods
different SD settings have been recommended. Generally, for the logSum option the SD
of CN state 2 is tighter than those of the other states. These estimates are derived from a
1x-5x chromosome X titration study on replicate datasets where inter-laboratory
variability was also taken into consideration. Details of the titration study are provided
under the Algorithm performance section.
Bandwidth

logSum: Standard Deviation

sumLog: Standard Deviation

0
15K
30K
50K
100K

states 0,1,3,4
0.25
0.15
0.12
0.11
0.09

state 2
0.19
0.13
0.09
0.08
0.07

All States
0.5
0.46
0.36
0.28
0.20

500K

0.06

0.03

0.16

Table 3: HMM initial SD as a function of gaussian bandwidth (σ)

10. P-Value Estimation
A running t-test is performed on the PCR-normalized CN estimate on a per chromosome/
per sample basis. The null hypothesis is: the mean CN in a given window (W) is equal to
the baseline CN. The baseline is computed per sample and the W corresponds to the
gaussian window size. In this regard, it is a windowed t-test, and therefore, p-values
cannot be computed for unsmoothed data.
11. Allele-Specific Copy Number
Allele-specific copy number is computed exclusively for paired experiments. In this case,
only the subset of SNPs that have heterogeneous, genotype {AB} calls in the reference
are considered. On average this encompasses approximately 30% of the SNPs. For this
subset, the PCR-normalized A and B allele data (discussed in the Raw Copy Number
Estimation section) is transformed into min and max allele, based on their intensity. The
ASCN analysis pipeline is analogous to the TCN pipeline (as described above) where the
min and max allele data are processed independently.
 LOSS OF HETEROZYGOSITY
The following outlines the LOH analysis:
1. SNP-level filtering
2. HMM based segmentation for LOH
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Unlike CN the HMM applied for the paired and un-paired LOH are slightly different and
these variations have been underscored in the discussion below.
1. SNP-level filtering
If CN and LOH analysis are performed in a single analysis then an identical SNP filtering
as described in the CN section is applied for LOH. This enables an appropriate
comparison of the CN and LOH status of the SNPs.

2. HMM based segmentation for LOH
The HMM for the LOH uses a two-state model:
• Retention of heterozygosity/Normal or State = 0
• LOH or State = 1
Prior Probability
Unlike CN, the prior probability in LOH is estimated empirically from the sample(s)specific genotype data. The paired LOH analysis is based only on the subset of SNPs that
are heterozygous {AB} in the normal reference. It is therefore recommended that
BRLMM, as opposed to DM, be used for generation of the genotype data, since the
former recovers a significantly higher percentage of heterozygous calls. This is
demonstrated in Figure 12. The prior is estimated from the rate of LOH as computed in
this tumor-normal SNP subset.
12

DM_HetRecovery
10

BRLMM_HetRecovery

8
6
4
2
0
1

5

9

13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73 77

Figure 12: Recovery of heterozygous calls {A,B} in BRLMM versus DM

The un-paired analysis includes all SNPs. Here the prior is computed as a function of the
SNP heterogeneity rate estimated on a per SNP basis across all references and the
genotyping error rate (ε). It should be noted that the genotyping error rate is user-tunable
only via the command-line mode; the fixed default for the UI is 0.02. The default is based
on data derived from analysis of HapMap samples. SNPi heterogeneity rate corresponds
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to the fraction of heterozygous calls for SNPi in all pooled references, excluding the test
sample. Hence, a small reference sample-size might introduce errors in this estimation.
For un-paired analysis, use of 40 references is considered optimal. This has been
determined on the basis of the sensitivity and specificity estimated from ten paired LOH
datasets, performed in duplicate, which were subsequently analyzed in un-paired mode.
The paired LOH data was considered as the ground truth in this experiment. The number
of references was titrated in increments of five from 5-65. The relationship between the
prior of LOH and retention is governed by the following property:
π LOH sample = 1 − π RETsample
Equation 11
Transition Probability
The transition probability for LOH is computed in a manner analogous to that in CN. The
only difference here being the prior is a 2x1 as opposed to a 5x1 matrix.
Emission Probability
In case of LOH the emission probabilities are computed empirically from the data. This
estimation is significantly simpler for the paired case.
In the paired case, since only the subset of SNPs with heterozygous calls in the reference
is considered, the estimation of the emission probability follows the logic listed below:
• If the hidden state is an LOH, then the probability the observed state is:
i. normal is ε;
ii. LOH is 1- ε;
• If the hidden state is a retention, then the probability the observed state is:
iii. LOH is ε;
iv. Normal is 1- ε;
The emission probability is controlled by the genotyping error rate and hence if this value
is set inappropriately, it will adversely affect the estimation of the emission probability.

Unlike the paired case, for the un-paired case the observations correspond to genotype
calls while the hidden states correspond to LOH or retention. In this case the emission
probability for an LOH or retention event from:
• homozygotes are computed as a function of the genotyping error rate;
• heterzygotes are computed as a function of the SNP heterogeneity rate;
LOH versus Retention Probability
These probabilities are analogous to the statistical confidence with which a LOH or
retention event is observed. The LOH probability is estimated based on the marginal
probability of the HMM. The marginal probability of a HMM state is the possibility that
we will observe that state without the knowledge of any other events. The retention
probability is estimated as 1-LOH probability. Hence, both these values are bounded by
[1,0]. While the assignment of the final states in the LOH analysis is based on the Viterbi
algorithm the LOH probability is not computed from this; however, a correlation of 98%
or higher has been established between the marginal and the Viterbi outcome. Figure 13
summarizes the LOH probability, computed as the marginal probability, as a function of
the LOH(defined as state=1, here) and retention(defined as state=2, here) events. As
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expected, the LOH events, have a LOH probability around 1.0, whereas the retention
events encompass the entire spectrum from the min(LOH probability) to zero.

Figure 13: LOH(marginal)
probability for the LOH
events(1) versus retention(2)

3. Inter-quartile range: QC metric for CN
The inter-quartile range(IQR) of the log2ratio is a measure of the variance in the CN
estimate across a region of interest(ROI). The ROI could be a chromosome or the entire
genome, as sampled by SNPs. The former is referred to as the chromosomal IQR and the
latter as the sample IQR For the computation of the IQR the CN data over a ROI is rankordered then divided into four quantiles (Q1-Q4), with the IQR measuring the difference
between the 2nd and 3rd quantiles: IQR=Q3-Q2. The IQR is a robust analog of the
standard deviation measure and it therefore resilient to outliers. For a diploid
chromosome an IQR approaching zero is the optimal result as it is indicative of minimal
noise in the system.

As discussed before, the logSum method of TCN estimation optimizes for variance in the
CN data, hence a tighter IQR will be observed with logSum in comparison to sumLog.
Therefore, the IQR derived from these two methodologies should not be compared.
However, within a given TCN estimation method, it is possible to compare the IQR of
the sample versus the individual chromosomes. For the sumLog method, the gaussian
smoothing results in improved IQR as demonstrated in Figure 14. Here the y-axis
corresponds to the IQR(left) and x-axis corresponds to sample number. The curve in
black and blue refer to the post-PCR normalized but unsmoothed data and the smoothed
data respectively. The impact of the smoothing operation on the IQR is not uniform, and
as the data for 24 samples show, a reduction of IQR approximating 40% is observed in
certain cases. In general the following guidelines hold for use of IQR as a QC metric:

20 of 26

________________________________________________________________________
•

If replicate experiments are performed, consistently higher IQR in some
experiments compared to others potentially reflect the introduction of
experimental artifacts in the former.
• Within a given sample, generally the sample IQR should be comparable to the
chromosomal IQR. If certain chromosomal IQR show significant variation from
the others then the former is probably reflective of true biological changes.
• Finally, a positive correlation has been observed between chip call-rates and IQR.
This relationship is linear at the low end of the CR spectrum potentially <90-95%
and levels out above that.
Finally, as mentioned before alternative metrics of noise assessment such as standard
deviation or median absolute deviation(MAD) as shown in Figure 14 can be utilized.
Analogous to IQR, MAD is a robust metric; nonetheless all metrics of dispersion
preserve the trend observed across samples and chromosomes, but only varies in their
bounds.

Figure 14: IQR(left) and MAD(right) distribution across 24 samples; post PCR correction(black) and
post-gaussian smoothing(blue)

4. Algorithmic performance based on chromosome X titration results
The algorithmic performance has been characterized using the following chromosome X
titration datasets which take into account inter-laboratory variability:
o 1x: 21 samples
o 2x:12 samples
o 3x (NA04626): 4 samples where 3+1 experiments were performed in 2
different laboratories.
o 4x (NA01416): 4 samples where 3+1 experiments were performed in 2
different laboratories.
o 5x (NA06061): 4 samples where 3+1 experiments were performed in 2
different laboratories.
The results presented comprise two distinct sets of analyses:
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o Bias versus variance analysis performed for the logSum and sumLog
approaches;
o ROC analysis for estimation of specificity and sensitivity of the various
algorithmic components.

Figure 15 is representative of the final HMM based segmentation of the CN states. In
these panels all chromosomal positions are concatenated in chromosomal order(1-X). The
x-axis represents the concatenated genomic position. The y-axis represents the smoothed
log2ratio value as generated via the sumlog option with a nominal smoothing bandwidth
of 15K. The bulk of the data in all the titration samples is diploid and this is denoted via
the yellow colormap. The single copy in chromosome X is denoted by blue; 3 copies in
chromosome X are denoted by black; 4 copies are denoted by green and five copies are
denoted by cyan.

Figure 15: Output of the HMM based segmentation of CN states. All chromosomal positions are
concatenated with the bulk of the data representing a diploid state(yellow) and 1x(blue), 3x(black),
4x(green) and 5x(cyan)

Bias versus Variance
Subsequent to the co-optimization of both bias and variance, the logSum approach
additionally optimizes for variance at the cost of bias; conversely the sumLog approach
additionally optimizes for bias at the cost of variance. While this does not affect the
segmentation of data into its different CN states corresponding to amplication/deletion or
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copy neutral status, in case of the former the absolute value corresponding to CN=3,
which is ideally 0.58 is compressed towards 0. The latter of course preserves this
precision of absolute value but suffers from higher variance.
The tradeoff demonstrated in Figure 16, where the y-axis corresponds to the unsmoothed
log2ratio, and x-axis corresponds to the chromosomal location, represents the increased
variance in the sumLog option.
logSum

sumLog

Figure 16: Variance distribution for the logSum versus sumLog options for a normal diploid sample

4x

Figure 17: Chromosome 4x: Bias offset observed in pre-PCR(left), logSum(center), sumLog(right)

The tradeoff on the bias offset is demonstrated in Figure 17 which shows bias offsets in
the pre-PCR normalization (left panel), the logSum (center panel) and the sumLog (right
panel) for the same four 4x samples. The horizontal blue line is the line of truth
representing a value 1(CN=4). The offset observed in the pre-PCR normalization data is
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corrected subsequent to the normalization; in case of sumLog the bias correction is
appropriate, however in case of logSum the bias is compressed to a value closer to zero. It
should be emphasized that the current CN estimation software such as dChipSNP and
CNAG are optimized for variance over bias and hence CNAT 4.0 in the logSum mode
provides the best comparison to these methods. The offset example is only shown for the
4x sample but is evident and varies non-linearly in all other titration data, except 2x.
ROC analysis
The performance of the algorithm through its various stages has been estimated based on
the ROC analysis. Results are shown for post gaussian smoothing where a higher fold
performance improvement is observed with 3x than the 4x data. This is shown in Figure
18, where the y-axis represents the sensitivity and the x-axis the specificity. The left and
right panel represent the data for 3x and 4x respectively and the dotted and solid lines
refer to the data pre and post gaussian smoothing.

Figure 18: 3x(left) and 4x(right): ROC curves
pre(dotted lines) and post(solid lines) gaussian
smoothing

Figure 19: ROC curves for 4x data: post-gaussian
smoothing(black); HMM segmentation (red),

Figure 19 contrasts the ROC curves post HMM segmentation (red) versus post gaussian
smoothing (black). The HMM median log2ratio values have been used to plot the post
HMM data. An ideal curve should represent 100% sensitivity and 100% specificity and
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therefore approach the top left hand corner of the plot at the lowest false positive rates.
As evident from the data, the AUC improves steadily through the sequential steps of PCR
normalization, gaussian smoothing and HMM segmentation.

5. Overview of combined CN and LOH data based on example breast-cancer data
An example Integrated Genome Browser screen-shot of both CN and LOH data is shown
for chromosome 17 on the SK-BR-3 breast cancer cell-line.
17q11.2-

17q21.2

Figure 20: CN states in chromosome 17 of SK-BR-3 cell-line

Figure 21: LOH states in chromosome 17 of SK-BR-3 cell-line
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The top track in Figure 20 reflects the cytobands 17q11.2-12 , 17q 21.2 where both
amplifications and deletions have been observed and published in the literature[10] and
have been recapitulated here. Continuing top-down, below the cytoband track are the CN
states = 4, 3, 2 and 1 tracks, in that order. The track in red reflects the SNP coverage for
the chromosome. Approximately 60% of the SNPs are observed in the hemizygous
deletion(CN=1) state. Figure 21 reflects the LOH summary on the same chromosome; the
tracks from top-down represent LOH state, retention state and SNP density. A qualitative
comparison of the CN and LOH data shows a significant concordance between observed
LOH events and hemizygous deletion.
•
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